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Abstract
We study the task of computing a matching between
two images by formulating it as an instance of the
minimum-cost flow problem. Here, we use a cycle
cancelling algorithm to find the optimal flow. To reduce the practical runtime, we propose a hierarchical
scheme in which the images are first scaled down and
then the optimal solution for the smaller problem is
used as a starting point for the higher resolution. Our
experiments reveal a significant reduction of negative
cycle detection operations using our hierarchical approach.
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Introduction

A typical task in image analysis and compression is to
find corresponding parts in two somewhat similar images A and B with dimension n × m. One approach
to tackle the problem is computing a matching between the two images on pixel level (separated for the
red, green and blue color channel) and post-process
the family of correspondences for the final result, see
Figure 1 for an example. So the color value val of
every pixel aij in image A can be understood as a
supply, analogously every value of a pixel bij in image B as a demand. Given some cost matrix indicating how expensive it is to shift ’mass’ from a certain
pixel in image A to a pixel in image B, the goal is to
fulfil as much of the demand as possible while minimizing the total costs. This can be formulated as an
instance of the minimum-cost flow problem on a carefully constructed network. One common method to
compute the optimal flow is the so called cycle cancelling approach, which allows to input an initial flow
and decreases the costs incrementally until an optimal solution is found. Intuitively, if we scale down
the images slightly, the solution for this smaller problem should be close to the optimal solution for the
unscaled versions. Therefore we will present a hierarchical approach, that speeds up the cycle cancelling
algorithm by identifying good initial flows based on
optimal solutions for lower resolution versions.
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Figure 1: Overlay of two similar images along with
some correspondences on pixel level.
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2.1

Preliminaries
The Minimum-Cost Flow Problem

In the minimum-cost flow problem, we are given a
graph or network G(V, E) with the edges having certain capacities c : E → R+ and costs p : E → R.
Moreover we have distinguished source and target vertices s, t ∈ V ; the goal is to send U ∈ R+ units of flow
from s to t such that the edge capacities are respected
and the total costs are minimized.
There exist a variety of algorithms which solve this
problem optimally, e.g. based on linear programming
or combinatorial approaches, see [1] for an overview.
Several algorithms involve the construction of the so
called residual network. Here, given some feasible initial flow F 0 , a reverse edge is added for each edge
(u, v) ∈ E which transports flow according to F 0 . This
edge (v, u) receives a capacity that equals the amount
of flow send through (u, v), so c(v, u) = f (u, v), and
costs p(v, u) = −p(u, v). The flow F 0 is a minimumcost flow if and only if the residual network does not
contain any negative cycles. Such a negative cycle can
be ’cancelled’ by sending the amount of flow through
it that is determined by the minimal capacity among
the participating edges. So algorithms that repeatedly identify and cancel negative cycles provide optimal solutions for the minimum-cost flow problem.
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2.2

Cycle Cancelling

There are various approaches to detect negative cycles in (residual) flow networks. In this paper we
will concentrate on the Robust Dijkstra (RD) method
[2], while our hierarchical flow construction scheme
allows for plugging in an arbitrary cycle cancelling algorithm.
RD is an O(n)-pass algorithm expanding the idea of
Dijkstra’s algorithm. Here we also assign to every
node v a distance label d(v) (initially 0), to which
we refer from now on as the node’s potential. Likewise, we attach predecessor labels prev(v) (initially
null ). In contrast to Dijkstra, we furthermore relate to every node its potential difference ∆(v) (initially 0). Initially all nodes are stored in a maxheap Q sorted by their ∆-values. To assure that
every node is examined at most once in every pass,
the nodes get divided in the following into Q and a
queue S. In every step, we extract the node v with
maximal ∆ from Q and check for all edges (v, w) if
d(v) + c(v, w) < d(w). If this is the case, we replace
d(w) with the new potential d0 (w) = d(v)+c(v, w) and
set ∆(w) = d(w) − d0 (w), prev(w) = v. Obviously ∆
always stays non-negative while d strictly decreases.
If w has already be examined in the current pass, its
pushed into S, otherwise into Q (if it was pushed there
before, we perform decrease key). If Q runs empty, we
swap the content of S and Q and heapify the latter.
So if both Q and S become empty, the graph does
not contain any negative cycles and RD terminates.
Otherwise a negative cycle in the graph equals a cycle
in the tree based on the prev tags of the nodes, which
we call dependency tree/forest. It can be identified
by backtracking after each change of a prev tag.

3

Constructing the Flow-Graph

Given the two images A and B with dimensions n×m,
we want to construct an instance of the minimum cost
flow problem for an arbitrary cost matrix. For that
purpose, we create a node for every pixel in each of
the images. To allow pixels of image A to be matched
to arbitrary pixels in image B via respective flows, we
add edges from every pixel aij in image A to all pixels bkl in image B with unlimited capacity and costs
d(aij , bkl ) for some distance metric. Moreover we add
a source s and a target t. We connect s to every
node aij by an edge with costs of zero and a capacity
which equals the respective color value val of pixel aij
in the image. Analogously we connect all nodes bkl to
t, resulting in a total number of n2 m2 + 2nm edges.
Let MA , MB denote the total mass (i.e. the summed
color values) of image A and B, then we aim to send
M = min(MA , MB ) units of flow from s to t.

4

The Basic Hierarchical Algorithm

We now present a hierarchical approach that works
for arbitrary cost matrices. It starts by scaling down
both of the input images by a certain factor and solving the according minimum-cost flow problem optimally. Then this solution is used an initial flow for
the next problem in the hierarchy with a smaller scaling factor, see Algorithm 1 for the pseudo-code.
Algorithm 1: Hierarchical Flow Algorithm
Input: A[n][m], B[n][m], s (initial scaling factor)
Output: List of optimal flows F ∗
1 begin
2
As ← scale(A, 2s );
3
Bs ← scale(B, 2s );
4
F ← f indInitialSolution(As , Bs );
5
F ∗ ← f indOptimalF low(As , Bs , F );
6
while 2s > 1 do
7
s ← s − 1;
8
As ← scale(A, 2s );
9
Bs ← scale(B, 2s );
10
F ← lif t(As , Bs , 2s , F ∗ );
11
F ∗ ← f indOptimalF low(As , Bs , F );
12
13

return F ∗ ;
end

Here, scale takes a matrix X[n][m] and an integer t as input, with t being a divisor of n and m.
The output is the matrix X 0 [n/t][m/t] with x0i,j =
Pit+t−1 Pjt+t−1
xl,k .
l=it
k=jt
The procedure findInitialSolution computes a greedy
flow of M units according to the well known initial
solution for the transportation problem.
findOptimalFlow is an arbitrary cycle-cancelling algorithm. Given an initial flow F of the required amount,
it first creates the residual graph G0 of G according to
F and then invokes the cycle cancelling process until
cost optimality is achieved.
The function lift takes the optimal solution of hierarchical level s and transforms it to a solution on level
s − 1. Let f ∗ = (i, j, i0 , j 0 , u) ∈ F ∗ denote a flow from
aij ∈ As−1 to bi0 j 0 ∈ Bs−1 of u units. In As and
Bs , there are now four (sub)nodes corresponding to
the (super)nodes aij and bi0 j 0 respectively. If u is less
than val(aij ) or val(bi0 j 0 ) and more than one entry of
a subnode is greater than zero, it is not definite how to
transform the flow to the next higher level. Therefore
lift uses a greedy approach; it starts with the upper
left subnodes a2i,2j , b2i0 ,2j and adds a flow between
them with u0 = min(val(a2i,2j ), val(b2i0 ,2j 0 ), u) units.
Then we reset u to u−u0 and analogously decrease the
values of a2i,2j and b2i0 ,2j 0 . If u = 0 the flow is completely lifted, otherwise it yields either val(2i, 2j) = 0
or val(2i0 , 2j 0 ) = 0. As soon as the value of a subnode
turns zero, we move on to the next one belonging to
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the same supernode and proceed as before. We stop
as soon as u runs zero (which obviously must always
be possible).
5
5.1

An improved Approach for the L1 Metric
Modifying the Graph Structure

For image matching applications the L1 metric
often provides reasonable costs, because it counts the
number of pixels the ’mass’ has to be shifted. Luckily,
using the L1 metric, one can find a more efficient
graph model. This new model is based on the fact,
that a flow under the L1 metric can be decomposed
into miniflows of length one without changing the
overall costs. Moreover this decomposition can be
done such that at first there are only horizontal miniflows going to the left or right neighbour, followed by
only vertical ones.
Therefore a new graph G∗ can be created as follows:
The node set and edges adjacent to s and t stay
unmodified. Every node in A gets an edge to its
left and its right neighbour (if it exists), each with
unbounded capacity and cost 1. Analogously every
node in B is now connected with its neighbour above
and below, also with unbounded capacity and cost
1. Moreover every node in A has one edge to its
equivalent in B with the same coordinates. These
edges have zero costs and are unbounded as well.
Obviously every flow in G can also be represented as
a flow in G∗ with equal costs. But now the out-degree
of a node of A/B in G∗ is three at maximum (six in
the residual graph) and therefore the total number of
edges is O(nm) only.
But this change of the graph structure also requires
the modification of the lift procedure: In the residual
graph of G∗ negative cycles are possible that use only
edges between nodes of A/B. Such a circle could not
occur in the residual network of G. Furthermore an
initial set of flows for findOptimalFlow is only feasible
iff every flow can be divided in a horizontal, a static
(flows between nodes in A and B with the same coordinates) and a vertical component in that order and
no supply is overused and no demand oversupplied.
To take care of these new conditions, lift proceeds in
five phases:
1. Decomposing all input flows in miniflows of length
one and storing them divided in horizontal, static and
vertical flows in matrices: A positive entry in the horizontal matrix equals a flow to the right neighbour
with mass according to the entry, a negative entry
means flow to the left. Analogously a positive entry
in the vertical flow matrix means flow down, a negative entry flow up. In the static flow matrix there are
positive entries only.
2. Upgrading all horizontal flows: Here, we parse

greedily through the source subnodes and shift the
minimum mass of the belonging entry and the total flow mass U horizontally until a subnode of the
target is reached. Then, we update U and the demand/supply values accordingly. We proceed until
U = 0. To make sure that the mass of the source node
is always greater or equal to U , we first go through
each row from the left to right and consider all miniflows going right and afterwards vice versa.
3. Upgrading static flows where the mass of the
source node is smaller or equal to the one of the target
node: Because these are flows from A to B the general
lift algorithm can be used here.
4. Upgrading vertical flows: First we convert the
miniflows back to long flows in a greedily fashion.
These long flows are again flows between A and B, because the only possible sources are such supernodes in
A with their mass greater than the mass of the equivalent supernode in B. So general lift can construct a
family of flows between the respective subnodes. Then
we update the vertical flow matrix by subtracting the
flow mass from all involved entries. This phase is finished when all entries in the vertical flow matrix are
zero.
5. Upgrading the remaining static flows.
Lemma 1 The lift procedure always returns a feasible flow of M units for the next hierarchical level.
Proof: lift always gets a flow of M units as an input
and upgrades all flows to the next level, so the total
flow is preserved.
For the general lift algorithm the feasibility is
obvious. In the special case of the L1 metric phase
2 clearly does not lead to a violation of feasibility.
In phase 3 updating those static flows does not
overfill any demands in B, because there are no
horizontal flows between supernodes left and so if
there is still too little mass in a supernode in A,
horizontal flows between the belonging subnodes
cannot change these lack. In phases 4 and 5 only
flows between A and B are created and all demands
get fulfilled if possible. So all in all lift only creates
flows that can be divided first in a horizontal,
followed by a static and a vertical component. All
flows between supernodes are upgraded and only
flows between subnodes get added and therefore the
resulting flow does not hurt any supplies or demands.

5.2

Improving the Robust Dijkstra Method

The overall runtime of our approach depends strongly
on the RD method. Therefore we now introduce some
modifications of RD, that make it much more efficient
while running on G∗ .
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Decreasing the initial size of Q
128x128
64x64
32x32
16x16
8x8
4x4
2x2
total

Lemma 2 In G∗ every negative cycle using nonnegative edges can be detected by starting RD from
a negative source.
Proof: In G∗ edges with negative costs exist only inside a layer. So negative cycles consisting of negative
edges only can occur exclusively between neighbours
in one layer and so they can easily be cancelled.
Given a node v, one can find a negative cycle by
starting RD at it. If v is not a negative source, either
there is an incoming negative edge or no outgoing
negative edge. The latter can not be true, because
RD would stop immediately in that case and no negative cycle would be detected. But if v has a negative
incoming edge (u, v), the same negative cycle could
be detected starting at u. Because the cycle can
not consist of edges with negative cost only, there
always has to be a negative source one can start from.
This cuts the initial size of Q to at most half
the number of nodes.
Reusing the dependency forest
Especially if RD detects only a short cycle, the
overhead of constructing the dependency forest can
be huge. Therefore it is more efficient to keep the
parts of the forest that are not affected by the cycle
cancelling for the next iteration.
To realize this approach, we set the initial potentials
d(v) = ∞ ∀v ∈ V . Moreover we identify all negative
sources, set their potentials to zero and push them
into Q. Then we run conventional RD (until a
cycle is detected) with the slight change that if we
decrease the potential of v from d(v) to d0 (v), we
set ∆(v) = min{d(v) − d0 (v), −d0 (v)}. If a cycle is
found, we identify the node of the cycle with the
lowest tree depth. After the cancelling of the cycle
we delete the whole subtree Tv beneath v by setting
prev(w) = null, d(w) = ∞, ∆(w) = 0 ∀w ∈ Tv .
Moreover we check for new negative sources originated by the cycle cancelling. These nodes again
get a potential of zero and are pushed in Q or S.
Furthermore we also push nodes in Q or S that are
not in Tv themselves, but have adjacent edges to
nodes in Tv . Then again we use RD as described
before to identify the next negative cycle. If Q and
S become empty, RD terminates.

s=0
285.702

s=1
12.491
58.781

s=2
12.512
4.305
7.578

285.702

71.272

24.395

s=6
12.247
4.047
983
204
48
17
2
17.548

Table 1: Number of cycle cancelling operations for
different resolutions dependent on the initial scaling
factor s.
to Q its potential stays the same. If a node is pushed
into Q or S, its potential decreased strictly. If a node
is removed from Q all potentials of adjacent nodes got
updated and so the loop invariant is true. If a cycle
is detected, the nodes not in Q or S are the ones with
potentials d(v) = ∞ or nodes that were not in Q or
S before and do not have adjacent edges to nodes in
the subtree affected by the cycle. So for the latter
the loop invariant was true before the cycle deletion
and neither their potentials nor the potentials of their
neighbours did change. So all in all the loop invariant is fulfilled after each pass and so after termination
there are no negative cycles left. Therefore modified
RD finds a minimum-cost flow in G∗ .
6

Experimental Results

We implemented our hierarchical flow scheme in C++
and tested our approach on real-world images as well
as artificial input. We observed a significant reduction of cycle cancelling operations for each of the inputs when using our hierarchical approach. In Table
1 we picked one real-world example with dimensions
128x128 and solved the problem without scaling (s=0)
as well as with scaling levels s=1,2 and 6. The total number of cycle cancelling operations obviously
decreases with higher s. But more importantly the
number of these operations on high resolution images
gets significantly smaller. As detecting negative cycles is on average more expensive in the larger image
versions, reducing their number has a large impact
on the runtime. In this example we could decrease
the runtime from 77m33s for s=0 to 3m36s (of which
3m17s were spend on the highest resolution) for s=6.
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